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Abstract

Maintaining hydropower equipment is challenging, particularly for small and medium-sized plants. Traditional 
vibration monitoring systems rely on on-site specialized hardware and skilled personnel, which can be prohi-
bitively expensive and impractical for dispersed facilities.

This paper proposes a cloud-oriented condition monitoring architecture that shifts data processing and ana-
lysis from the plant site to the cloud. In the proposed solution, inexpensive or existing on-site devices capture 
highfrequency vibration data and transmit it to the cloud for processing. Scalable big data platforms (e.g., 
Databricks) are then used to analyze and store results efficiently. All configuration, heavy computation, and 
long-term data storage are handled centrally within a modern data platform, minimizing on-site infrastructure 
and maintenance requirements.

The paper shows how this architecture benefits hydropower operations by reducing dependence on costly 
edge hardware and on-site personnel, enabling advanced analytics on vibration and operational data, and 
providing fleet-wide insights.

Introduction

Hydropower plays an increasingly important role as a stable, dispatchable energy source that complements 
variable wind and solar generation in global decarbonization efforts [1, 2].

Vibration monitoring has long been recognized as an essential technique for evaluating the health of rotating 
machinery, such as turbines, generators, and gearboxes, within hydropower plants. Changes in vibration pat-
terns can signal faults like imbalance, misalignment, bearing wear, or cavitation [3].

Traditionally, online vibration monitoring required installing specialized sensors and dedicated data acqui-
sition systems at each facility. While comprehensive Condition Monitoring Systems (CMS) equipped with 
advanced hardware are justified for large hydropower plants, implementing and maintaining such systems for 
numerous smaller plants is often cost-prohibitive and logistically challenging. As a result, many small hydro 
units operate with only minimal instrumentation and rely on manual inspections or basic alarm systems, 
which tend to detect only significant abnormalities.

Processing is typically conducted at the plant using dedicated hardware or programmable logic controllers 
(PLCs), where Fast Fourier Transforms (FFT), Root Mean Square (RMS) calculations, and alarm logic are execu-
ted locally. This method provides low-latency protection functions, though it may be affected by limitations 
in computational resources, configuration complexity related to specific hardware, and ongoing maintenance 
needs.

State-of-the-art systems may combine edge-based protection with local trending or diagnostics, while advan-
ced deployments allow remote data access through industrial gateways. However, these setups often require a 
heterogeneous mix of vendor-specific tools, making cross-fleet analysis and centralized optimization challen-
ging.

The paper presents cloud-based condition monitoring approach in Section 1, describes the architecture in 
Section 2, outlines the value proposition in Section 3, and demonstrates bearing problem detection in a real 
plant in Section 4.



1. Cloud-based condition monitoring approach

Even when state-of-the-art solutions offer real-time spectral analysis, identifying detailed problems in the 
spectra can be difficult, as certain faults may not be present during the monitoring period and cannot always 
be reproduced. Cost-intensive systems with large buffer storage can retain data longer, but correlating these 
datasets with operating conditions is often cumbersome. This typically requires manual connection to devices 
on-site and analysis across disparate hardware systems, making large-scale, consistent investigations both 
time-consuming and resource-intensive.

To address this gap, a cloud-based vibration and condition monitoring solution is introduced, leveraging cos-
teffective on-site hardware and internet connectivity to provide advanced monitoring capabilities for hydro-
power plants of varying sizes. The central concept involves shifting complexity and computational processes 
from the plant to the cloud. In this approach, existing controllers or IoT devices are utilized to collect raw data 
and transmit it to a centralized cloud platform. Signal processing, feature extraction, and subsequent analysis 
are conducted within the cloud, utilizing elastic computing resources and modern big data frameworks.

The architecture is further enhanced by the involvement of dedicated vibration- and maintenance specialists, 
who are equipped to investigate emerging issues from a centralized location. These hydropower domain 
experts possess the ability to recalculate advanced spectral analyses as required and maintain close collabora-
tion with mechanical and electrical engineering departments, drawing on extensive experience in hydropow-
er operations.

Given the diverse nature of the monitored turbine fleet including a broad spectrum of sizes and types specia-
lists are able to conduct comparative analyses across plants, identify outliers, and assess the criticality of detec-
ted anomalies. This fleet-wide perspective strengthens the capacity to detect subtle patterns and effectively 
prioritize maintenance actions, thereby ensuring that operational insights are both actionable and scalable [5].

2. Realized Cloud-Oriented Architecture

The realized architecture shifts most configuration, processing, and analytical complexity from the edge to 
the cloud (Figure 1). In this setup, edge devices focus primarily on acquiring telemetry data and raw vibration 
signals through periodic burst sampling, capturing short, high resolution snippets (e.g., 10 seconds at 100 kHz) 
at scheduled intervals (such as once per hour), which effectively keeps data traffic low while preserving critical 
signal detail. The edge applies minimal preprocessing (timestamp alignment, basic filtering, and compression) 
and securely transmits the compressed data to the cloud.

A Cloud side Tagging and Metadata Management layer standardizes sensor data and incorporates plant con-
text. A high performance Processing Pipeline then preprocessed telemetry data, computes vibration features 
and applies machine learning models. By incorporating operating conditions into the analysis [4], the system 
enables advanced analytics, fleetwide comparative analysis [5] and a Mann-Kendall Trend Analysis [8].



Figure 1: The cloud architecture shifts complexity from edge devices to the cloud.

2.1. Tagging Layer and Metadata Management

The tagging layer configuration is managed by a SQL database, carrying all information necessary to translate 
Programable Logic Controller (PLC) variable names into homogeneous cloud-based naming conventions. It 
also stores detailed metadata about units and sensor mounting locations.

A separate metadata repository maintains plant-specific configuration data, such as speed, power ratings, 
bearing types, guide vane numbers, nozzle counts, runner diameters, pole pair numbers, and other technical 
specifications. This metadata is essential for contextualizing vibration data and enabling advanced, plant-spe-
cific analytics.

2.2 Processing Pipeline

In recent years, big data computing has become increasingly prevalent. Unlike traditional database systems, 
big data architectures separate compute and storage, enabling scalable processing by dynamically renting 
computational clusters. Apache Spark is a distributed computing framework capable of parallelizing worklo-
ads and processing massive datasets efficiently.

The introduction of Pandas User-Defined-Functions (UDF) has further enhanced Spark’s flexibility, allowing 
Python code execution directly within the distributed framework. This makes it possible to integrate the vast 
Python open-source ecosystem for spectral transformations, statistical analysis, and machine learning directly 
into the cloud workflow. Consequently, computations that were once prohibitively expensive or resourcein-
tensive can now be performed more efficiently and cost-effectively.

2.2.1 Operating Conditions and Trend Detection

Although vibration monitoring is a mature discipline, interpreting values without a temporal and operational 
context remains challenging. For specific machinery, certain vibration levels may be acceptable under normal 
conditions, while for others the same levels could indicate a fault.

To enable meaningful comparison between different machinery, we implement a standardized logical proces-
sing workflow, as illustrated in Figure 2. This process consists of three consecutive steps designed to identify 
plants that require further, in-depth evaluation.



Steady State Filtering

As established by standards [9, 10] and expert practice, vibration data is evaluated only under stationary plant 
states; therefore, our analysis focuses exclusively on steady-state operation conditions. Steady-state periods 
are identified by monitoring the rate of change in power output and guide vane or nozzle position over a 
10-minute window. If the rate of change for both quantities remains below the established threshold throug-
hout this interval, the data is classified as steady-state and selected for further analysis. While more advanced 
algorithms are available for this purpose [4], this straightforward approach has proven effective and robust 
across a diverse fleet of turbines. By applying simple rate-of-change limits to key variables, the results reflect 
stable plant operations rather than short-term dynamic effects.

Quantile Regression Model for Automated Operating Condition Integration

To automate the integration of operating conditions within the proposed monitoring framework, we employ 
quantile regression models across all available vibration metrics. The input features for these models include 
power output, penstock pressure, and guide vane or nozzle positions.

Rather than predicting a central tendency (e.g., the mean or median) [7], we adopt a more robust methodo-
logy by fitting the 10th percentile. This choice is deliberate: it provides a conservative estimate of the optimal 
turbine state, minimizing the influence of transient fluctuations and outliers. The underlying assumption is 
that the turbine achieves its best performance under these lower quantile conditions, while upward deviations 
in vibration relative to this baseline indicate potential wear, inefficiency, or emerging failures.

In this context, target variables may include any vibration feature or even other related operational metrics, 
such as bearing temperatures, side chamber pressures, or power output. In cases where power output is consi-
dered, it is not treated as an input feature.

Mann-Kendall Trend Detection

The Mann-Kendall test, a nonparametric trend detection method, is particularly adept at identifying mono-
tonic trends in signals without the need for predefined distributional assumptions [8]. In our framework, the 
Mann-Kendall parameter (τ) is computed for the output of the quantile regression. The τ parameter itself 
serves as a robust indicator: a value of -1 denotes a strong downward trend, while +1 signifies a strong upward 
trend. An alarm is triggered when |τ| exceeds 0.5, indicating a significant upward or downward trend. For con-
crete applications of this methodology in real-world scenarios, see Section 4.

Figure 2:logical processing workflow
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3. Value Proposition

The new cloud architecture delivers two main products: First, a web-based SCADA system (Section 3.1) that 
provides customers with intuitive, browser-accessible monitoring and control of hydropower plants. Second, 
a suite of advanced analytics and machine learning applications built in Databricks, designed to empower 
experts with deep data insights and intelligent automation (Section 3.2).

3.1 Customer Interface (Hydrox Connect)

A defining feature of this architecture is its web-based customer interface, designed specifically for stake-
holders and plant operators. As illustrated in Figure 3, the platform is accessible via any standard browser, 
whether on a desktop, tablet, or mobile device, allowing users to monitor power production, receive real-time 
messages and alarms, and benchmark performance across different plants. Unlike traditional SCADA systems 
that require VPNs or specialized remote access tools, this platform eliminates those barriers, offering universal 
entry from anywhere with an internet connection. For those who need it, direct operational control is also 
possible: operators can remotely switch units on or off, adjust power output, or manage water levels— all 
through the intuitive, browser-based interface.

Figure 3: Hydrox Connect lets users monitor and control hydropower operations remotely in real time from any device.



3.2 Machine Learning Applications (Hydrox Optimize)

Orchestration and scheduling of processing clusters are seamlessly managed via Databricks, ensuring that com-
putational resources are dynamically allocated to match analytical workloads across the fleet. Beyond cluster 
management, Databricks serves as the backbone for the entire monitoring dashboard infrastructure like depic-
ted in Figure 4, enabling unified oversight of all turbines. Detailed visualizations, historical records of trouble-
shooting actions, and event annotations are efficiently plotted and archived directly within Python notebooks. 
This environment fosters transparent collaboration between data scientists, engineers, and plant operators, 
who can collectively review, interpret, and share insights, thereby enhancing both the speed and rigor of ope-
rational decision-making.

Figure 4: Dashboards for monitoring in Databricks



4. Case study

This section highlights the application of the proposed approach within a real-world context. The monitored 
facility is a horizontal Francis turbine unit designed for a net head of ~160 m, a rated mechanical power output 
of 14 MW, and a design flow rate of 9.0 m³/s.

Located in Nepal, the plant is currently experiencing rising bearing temperatures and vibration levels. These 
issues are linked to increased labyrinth seal wear caused by high sediment loads. Both quantities are about to 
reach critical levels by September 2025.

4.1 Vibration Features Trend evaluation

To assess bearing health, we applied the quantile regression approach described in Section 2.2.1, incorpo-
rating operating conditions such as power output, penstock pressure, and guide vane position. This model 
establishes a statistical baseline representing the expected “healthy” vibration state under varying loads. 
Figure 5 illustrates the measured vibration features 𝑉åàæ 1𝑋 (actual), predicted baseline (pred), and residual error 
(error), which serves as a dynamic indicator of bearing condition. It is clearly visible in September 2025 that the 
measured vibration prediction is significantly higher than the established baseline.

Figure 5: Actual vs. Predicted Vibration Features (𝑉åàæ 1𝑋)

The Mann-Kendall trend detection method was then applied to the error of all vibration features. Results 
(Figure 6) show a clear upward trend in axial vibration at the generator's mechanical frequency (1X). The 
MannKendall parameter (τ) for this component exceeds the threshold of |τ| > 0.5, whereas the other vibration 
features remain below.



Figure 6: Mann-Kendall Trend Analysis of Vibration Features

4.2 Bearing Temperature Evaluation

The same trend detection method was applied to bearing temperature errors. Using the critical threshold 
of |τ| > 0.5, all bearings exhibited significant upward trends, with the Drive-End Radial Bearing showing the 
most pronounced escalation (Figure 7).

Figure 7: Mann-Kendall Trend Analysis of Bearing Temperatures



4.3 Root cause analysis

A comprehensive evaluation of the monitoring data reveals several critical indicators of developing faults 
within the hydropower unit. The plant has exhibited a noticeable increase in bearing temperatures and a 
significant rise in vibration at the generator’s fundamental (1X) frequency. While not illustrated here, additio-
nal analysis detected the presence of subharmonic frequencies, which are hallmark signs of various bearing oil 
film instabilities.

According to ISO-13373-7, these symptoms typically manifest initially as slight decreases or unexpected 
changes in bearing temperatures, signaling the onset of mechanical instability. As the condition advances, it 
escalates to more pronounced vibration patterns, especially under critical operational states. These mechani-
cal developments, when coupled with the plant’s ongoing exposure to elevated sediment loads, underscore 
the need for early detection and intervention to prevent further deterioration.

Figure 8 presents a logical overview of the causal relationships involved. In this figure, bold-framed elements 
represent observed facts, while light-framed elements denote suspicions or derived conclusions. The most 
plausible scenario begins with excessive sediment ingress, which likely leads to accelerated wear of the laby-
rinth seals. Over time, degradation of these seals causes increased hub-side pressure and a rise in axial force 
transmitted to the bearings. Consequently, the axial bearing experiences a substantial overload, increasing the 
risk of failure unless timely corrective measures are taken.

To mitigate further degradation and prevent potential axial bearing failure, it is essential to intervene by repla-
cing or upgrading the sealing system. Selecting more wear-resistant materials for the seals can improve longe-
vity. Additionally, civil and steel infrastructure should be enhanced. Improving desanders or purge systems will 
help reduce sediment ingress. Furthermore, optimized intelligent operational strategies can be employed to 
reduce turbine wear, supported by efficient real-time erosion monitoring methods, as presented in [11].

Proactive maintenance and targeted upgrades will be critical to restoring operational stability and extending 
the life of key components.

Figure 8: Visualization of causal relationships

Conclusion

For decades, advanced monitoring technologies were largely confined to large-scale hydropower plants due 
to the high costs and complexity of on-site hardware and specialized expertise. This paradigm has changed 
fundamentally. The availability of cost-effective sensors, minimal on-site equipment, and the computational 
power of cloud platforms now makes sophisticated condition monitoring and analytics accessible to me-
dium- and even small-scale hydropower operations.

Modern cloud-based solutions enable rapid configuration and signal adaptation entirely online, significantly 
reducing the need for on-site technical staff. Operators benefit from virtually unlimited, optimized data sto-
rage, allowing long-term historical data retention and in-depth analysis for actionable insights.

The result is a robust predictive maintenance strategy: early fault detection, minimized downtime, and im-
proved plant reliability. Additionally, remote access capabilities and integrated customer support streamline 
maintenance and troubleshooting. Collectively, these advances are transforming hydropower management, 
enabling even smaller plants to achieve operational excellence, maximize efficiency, and maintain high ser-
vice levels with unprecedented ease.

The presented case study illustrates the solution’s ability to detect early-stage faults, prevent costly failures, 
and avoid unplanned outages. By integrating machine learning models, trend detection methods, and con-
textual operating data, the system delivers actionable insights and supports data-driven decision-making.

Looking ahead, the convergence of IoT, big data, and predictive analytics will continue to reshape hydro-
power operations. Future developments may include automated root-cause analysis, adaptive maintenance 
scheduling, and integration with digital twins—further enhancing reliability, efficiency, and sustainability 
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